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Introduction
Meta-analysis “synthesises” a summary of a collection of studies.

   - A weighted average of study effect sizes. 
   - Less variance. Narrower confidence interval. 
   - More statistical power to detect the summary effect.

 

Also a tool for exploring study heterogeneity.

   - How consistent is an effect across studies? 
   - Do some studies, or subgroups of studies, have a different effect? 
   - Is the effect conditional upon covariates?



Effect size and its variance
Meta-analysis input is an effect size (yi) and its variance (vi) for each study.

1. Study effect yi

A study’s “effect” is a measure of change in outcome, or simply a summary outcome.

   Change in outcome between two groups. 
     - Change in response between treatment and control groups. 
     - Change in event occurrence between groups that differ on exposure to a risk factor.

   Change in outcome per unit increase in a continuous variable. 
     - Change in response per level of a dose.

   Average of a continuous outcome or proportion of a binary outcome. 
     - Prevalence or incidence rate of a disease.

 

2. Study variance vi

Within-study variance due to sampling error.

     - Variation of effect size when re-sampling the same population. 
     - A small study has larger variance. Its estimate of “true” effect size is more uncertain.



Weighted average
Some studies contribute more, and others less, to the overall average effect. 
Weights are used to scale each study’s contribution to the average.

Weights are inverse variance

   - Studies with larger variance are given smaller weight. 
     Their contribution to the average is scaled down so they have less influence on it.

Sources of variance

   - Fixed effect (FE) model assumes only within-study variance (vi). 
     Studies sample the same population. There is one “true” effect common to the studies.

   - Random effects (RE) model assumes within-study variance (vi) and between-studies variance (τ2). 
     Studies may sample different populations. There may be a distribution of “true” effects.

Weights

   - FE weights = 1/vi 

   - RE weights = 1 / (vi + τ2)



Choosing the effect size
Kinds of effect size:

     raw mean difference, standardised mean difference, 
     log risk ratio (log RR), log odds ratio (log OR), log incidence rate ratio (log IRR),

     and more… 
         http://handbook-5-1.cochrane.org/chapter_9/9_2_types_of_data_and_effect_measures.htm 
         https://www.meta-analysis.com/pages/tutorials.php 
         http://www.metafor-project.org/doku.php/features

 

The choice depends on study design and outcome:

   - Is the design a two-group comparison? 
   - Is the outcome variable continuous or binary (dichotomous)?

http://handbook-5-1.cochrane.org/chapter_9/9_2_types_of_data_and_effect_measures.htm
https://www.meta-analysis.com/pages/tutorials.php
http://www.metafor-project.org/doku.php/features


Example 1
Comparing two groups on a continuous score

Normand, S. T. (1999). Meta-analysis: Formulating, evaluating, combining, and reporting. 
Statistics in Medicine, 18, 321–359.

Do patients in specialized care spend shorter time in hospital after a stroke? 
Meta-analysis of 9 randomised controlled trials. 
The treatment group received specialized care. The control group received routine care. 
The outcome for each person was time spent in hospital measured in days.

 

The appropriate effect size could be either:

   - Raw mean difference in outcome between groups 
   - Standardised mean difference



Example 1
Choose raw mean difference or standardised mean difference?

Raw mean difference measures effect size in outcome units. 
Use it when the outcome scale is usefully meaningful and you are sure all the studies used the same scale.

Standardized mean difference puts all effects on the same scale. 
Use it when different studies might have measured the effect in different ways. 
For example using different psychological tests to measure intelligence.

 

In this example, all the studies measured time in days. 
Raw mean difference is probably the preferred effect size.



Example 1
Each study must provide groups means, standard deviations, and sizes to calculate the mean difference (yi) and its variance (vi).

Group   Outcome

  mean std.dev size

treatment   m1 sd1 n1

control   m2 sd2 n2

 

What is the mean difference?

The difference in average outcome between groups:

   Effect size:    yi = m1 - m2          (treatment - control) 

   Variance:      vi = sd12 / n1 + sd22 / n2



Example 1
Study   Treatment   Control   Effect

  n1 m1 sd1   n2 m2 sd2   yi vi

1 Edinburgh   155 55 47   156 75 64   -20 40.5

2 Orpington-Mild   31 27 7   32 29 4   -2 2.1

3 Orpington-Moderate   75 64 17   71 119 29   -55 15.7

4 Orpington-Severe   18 66 20   18 137 48   -71 150.2

5 Montreal-Home   8 14 8   13 18 11   -4 17.3

6 Montreal-Transfer   57 19 7   52 18 4   1 1.2

7 Newcastle   34 52 45   33 41 34   11 94.6

8 Umea   110 21 16   183 31 27   -10 6.3

9 Uppsala   60 30 27   52 23 20   7 19.8



Example 1
Forest plot for FE model

Each row (y-value) represents a study. 
x-values represent effect size. 
Error bars (95% confidence interval) represent study variance.



Example 1
Forest plot for FE model

Effect size units are raw mean difference, (number of days spent in hospital). 
Summary effect size (weighted average) = -3.46 (95% CI: -4.96 to -1.96).

Stroke patients in specialised care spent 3.5 fewer days in hospital than patients in routine care, 
and can be expected to spend between 2 and 5 fewer days in 95% of cases.



Example 1
Summary results for FE model

 
Fixed-Effects Model (k = 9) 
 
Test for Heterogeneity:  
Q(df = 8) = 238.9158, p-val < .0001 
 
Model Results: 
 
estimate       se     zval     pval    ci.lb    ci.ub           
 -3.4636   0.7648  -4.5286   <.0001  -4.9626  -1.9646      ***  
 
--- 
Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Model Results:

The estimate is the weighted average effect size with 95% CI. 
     -3.46 (95% CI: -4.96, -1.96)

The p-value tests the null hypothesis: estimate = 0.



Example 1
Summary results for FE model

 
Fixed-Effects Model (k = 9) 
 
Test for Heterogeneity:  
Q(df = 8) = 238.9158, p-val < .0001 
 
Model Results: 
 
estimate       se     zval     pval    ci.lb    ci.ub           
 -3.4636   0.7648  -4.5286   <.0001  -4.9626  -1.9646      ***  
 
--- 
Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Test for Heterogeneity:

Q is the weighted sum of squared deviations of study effects from the average effect. 
It measures the total variation in the observed effect sizes.

The null hypothesis is that the variation is no more than expected under FE assumptions 
that all the studies measure a common “true” effect size.

Significant p-value indicates study heterogeneity. 
Suggests RE model to account for between-study variation in the “true” effect.



Example 1
R code for FE model

 
library(metafor) 
 
es = escalc(measure="MD", m1i=m1i, sd1i=sd1i, n1i=n1i, m2i=m2i, sd2i=sd2i, n2i=n2i, data=dat.normand1999) 
fit = rma(yi, vi, data=es, method="FE") 
forest(fit, showweights=TRUE, at=c(-100,-50,0,50), xlim=c(-140,160)) 
 



Example 2
Comparing two groups on event occurrence

Colditz, G.A., et. al. (1994). Efficacy of BCG vaccine in the prevention of tuberculosis. Meta-analysis of the published literature. 
Journal of the American Medical Association, 271, 698–702.

Is BCG vaccination protective against tuberculosis? 
Meta-analysis of 13 prospective cohort studies. 
The treatment group received vaccination. The control group were unvaccinated. 
The outcome for each person was a binary indicator of whether TB occurred or did not.

 

The appropriate effect size could be either:

   - Log relative risk (log RR) 
   - Log odds ratio (log OR)



Example 2
Choose Relative Risk or Odds Ratio?

log RR 
     - Appropriate effect size for 2x2 prospective cohort studies. 
     - Easier to understand than odds ratio.

log OR 
     - Tends to be used in two situations: case-control studies and logistic regression models of adjusted effects.

 

In this example, log RR is probably the preferred effect size.



Example 2
Each study must provide event counts in each group to calculate the log RR (yi) and its variance (vi).

Group   Outcome

  positive negative

treatment   tpos tneg

control   cpos cneg

 

What is log relative risk (log risk ratio)?

The log of the ratio of “positive” outcome probability (risk) between groups:

   Pr1 = tpos / (tpos + tneg)      Probability of positive outcome in treatment group. 
   Pr2 = cpos / (cpos + cneg)     Probability of positive outcome in control group.

   log RR = log(Pr1/Pr2)



Example 2
Study   Treatment   Control   Effect

  tpos tneg   cpos cneg   yi vi

1 Aronson 1948   4 119   11 128   -0.889 0.326

2 Ferguson & Simes 1949   6 300   29 274   -1.585 0.195

3 Rosenthal et al 1960   3 228   11 209   -1.348 0.415

4 Hart & Sutherland 1977   62 13536   248 12619   -1.442 0.02

5 Frimodt-Moller et al 1973   33 5036   47 5761   -0.218 0.051

6 Stein & Aronson 1953   180 1361   372 1079   -0.786 0.007

7 Vandiviere et al 1973   8 2537   10 619   -1.621 0.223

8 TPT Madras 1980   505 87886   499 87892   0.012 0.004

9 Coetzee & Berjak 1968   29 7470   45 7232   -0.469 0.056

10 Rosenthal et al 1961   17 1699   65 1600   -1.371 0.073

11 Comstock et al 1974   186 50448   141 27197   -0.339 0.012

12 Comstock & Webster 1969   5 2493   3 2338   0.446 0.533

13 Comstock et al 1976   27 16886   29 17825   -0.017 0.071



Example 2
Why ratios are logarithms

Ratio effect sizes (yi) are in log units.

The effect size of a difference is the same whichever way around: 
     5 - 3 = 2 
     3 - 5 = -2 
The sign indicates effect direction, (which group it “favours”).

Logs make ratios behave the same way: 
     log(5/3) = 0.5108 
     log(3/5) = -0.5108

 

Interpreting RR

Ratios presented in figures and tables should be exponentiated, (anti-log). 
Ratio effects on the anti-log scale are multiplicative effects. 
Interpret as outcome multipliers.

RR = 0.8 indicates outcome risk in the treatment group is 0.8 times the risk in the control group. 
Equivalently, risk is 20% lower in the treatment group than in the control group. 
RR = 1.15 indicates outcome risk in the treatment group is 1.15 times the risk in the control group, or 15% higher.



Example 2

Effect sizes shown are relative risk of positive outcome, (plotted on a log interval scale for symmetrical CIs). 
Summary effect size (weighted average) = 0.65 (95% CI: 0.60 to 0.70).

Risk of TB in the treatment group was 0.65 times the risk in the control group. 
The “protective effect” of BCG vaccine was a risk reduction of 35%, (between 30% and 40%).



Example 2
Summary results for FE model

 
Fixed-Effects Model (k = 13) 
 
Test for Heterogeneity:  
Q(df = 12) = 152.2330, p-val < .0001 
 
Model Results: 
 
estimate       se     zval     pval    ci.lb    ci.ub           
 -0.4303   0.0405 -10.6247   <.0001  -0.5097  -0.3509      ***  
 
--- 
Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Model Results:

The estimate is the weighted average effect size with 95% CI. 
   -0.4303 (95% CI: -0.5097, -0.3509)

Units of model output are log RR. 
On the anti-log scale: RR = exp(-0.4303) = 0.65, (likewise for the CI).

The p-value tests the null hypothesis: RR = exp(0) = 1 (no multiplicative effect).



Example 2
R code for FE model

 
es = escalc(measure="RR", ai=tpos, bi=tneg, ci=cpos, di=cneg, data=dat.bcg) 
fit = rma(yi, vi, data=es, method="FE") 
forest(fit, showweights=TRUE, atransf=exp, at=log(c(0.05,1,10)), xlim=c(-4.5,5)) 
 



Example 2
Forest plot for RE model

RE weights are more “shrunk” towards each other. 
Studies are more equally influential because each might estimate a unique effect.

The weighted average estimates the mean of a distribution of effect sizes, (assumed normal). 
It has wider CI because there is more variation.



Example 2
Forest plot for FE model (for comparison)

The weighted average estimates the common “true” effect size.



Example 2
Summary results for RE model

 
Random-Effects Model (k = 13; tau^2 estimator: REML) 
 
tau^2 (estimated amount of total heterogeneity): 0.3132 (SE = 0.1664) 
tau (square root of estimated tau^2 value):      0.5597 
I^2 (total heterogeneity / total variability):   92.22% 
H^2 (total variability / sampling variability):  12.86 
 
Test for Heterogeneity:  
Q(df = 12) = 152.2330, p-val < .0001 
 
Model Results: 
 
estimate       se     zval     pval    ci.lb    ci.ub           
 -0.7145   0.1798  -3.9744   <.0001  -1.0669  -0.3622      ***  
 
--- 
Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Model Results:

The estimate is the summary effect size with 95% CI. 
   -0.7145 (95% CI: -1.0669, -0.3622)

On the anti-log scale: RR = exp(-0.7145) = 0.49, (likewise for the CI).



Example 2
Summary results for RE model

 
Random-Effects Model (k = 13; tau^2 estimator: REML) 
 
tau^2 (estimated amount of total heterogeneity): 0.3132 (SE = 0.1664) 
tau (square root of estimated tau^2 value):      0.5597 
I^2 (total heterogeneity / total variability):   92.22% 
H^2 (total variability / sampling variability):  12.86 
 
Test for Heterogeneity:  
Q(df = 12) = 152.2330, p-val < .0001 
 
Model Results: 
 
estimate       se     zval     pval    ci.lb    ci.ub           
 -0.7145   0.1798  -3.9744   <.0001  -1.0669  -0.3622      ***  
 
--- 
Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Heterogeneity

tau^2 and tau Variance and standard deviation of “true” effects around the weighted average.

I^2     Proportion of total variation that is residual between-studies variation. 
         (Residual in the sense of remaining unexplained by covariates). 
H^2   Ratio of total variation to within-studies variation.

Q test for heterogeneity is as for the FE model.



Example 2
R code for RE model

 
es = escalc(measure="RR", ai=tpos, bi=tneg, ci=cpos, di=cneg, data=dat.bcg) 
fit = rma(yi, vi, data=es, method="REML") 
forest(fit, showweights=TRUE, atransf=exp, at=log(c(0.05,1,10)), xlim=c(-4.5,5)) 
 



Model assumptions
1. Population

FE model assumes the studies sample the same population. 
RE model assumes studies may sample different populations.

2. The true effect

FE model assumes one “true” effect size common to all the studies. 
RE model assumes each study may measure a different “true” effect size.

3. Source of variance

FE model assumes only within-study variance (vi) of the effect-size estimate. 

RE model assumes within-study variance (vi) and between-study variance (τ2).

4. Weight

FE weights = 1/vi 

RE weights = 1 / (vi + τ2)

5. Summary effect

FE model estimates the common effect size. 
RE model estimates the mean of a distribution of effect sizes, (assumed normal).



Choose FE or RE?
FE is the simpler model.

Choose FE if its strong assumption of common population and effect size can be justified. 
For example: a large hospital runs a series of studies on batches of patients matched for age, etc..

Choose RE if heterogeneity is expected, or if the analysis aims to explore it. 
For example: studies by researchers working independently cannot be guaranteed to sample the same population.

Caveats

Non-significant Q test is not sufficient to justify FE model. 
The test may be under-powered.

FE results don’t generalize to other populations. 
For example: effect size may be different between young and old.



Sources of between-studies variation
Sources of difference in true effect size:

1. Populations may differ on unobserved confounders. 
The usual epidemiological variables: gender, age, health, economic status, social class, ethnicity, etc..

2. Test administration. 
Early studies are motivated to find an effect. They are typically the most extreme.

3. Publication bias. 
Studies with small (null) effects are invisible to meta-analysis. 
They never got published!



Modelling between-studies variation
(Continuing example 2)

 

Berkey, C.S., et. al. (1995). A random-effects regression model for meta-analysis. Statistics in Medicine, 14, 395–411.

Does climate moderate BCG vaccine effectiveness? 
The researchers suggested the vaccine was less effective in a hot climate.

Study latitude was derived for each of the 13 studies. 
Low latitude = hot climate (closer to the equator).



Modelling between-studies variation
Meta-regression intercept-only model

RR = 0.49 (risk reduction 51%)



Modelling between-studies variation
Meta-regression with a dummy variable subgroup indicator

RR = 0.76 (risk reduction 24%) in the low latitude group (hot climate). 
RR = 0.30 (risk reduction 70%) in the high latitude group (cold climate). 
RR in cold climate is 0.398 times RR in hot climate.



Modelling between-studies variation
Meta-regression with a continuous covariate

RR = 1.29 (risk increase 29%) at latitude 0 (the equator).   Centre the covariate! 
RR decreases as latitude increases. 
RR is 0.97k times as big per k degrees of latitude.



Modelling between-studies variation
Intercept only:

        estimate     se    zval  pval   ci.lb   ci.ub 
intrcpt  -0.7145 0.1798 -3.9744 1e-04 -1.0669 -0.3622

Dummy variable subgroup indicator:

          estimate     se    zval   pval   ci.lb   ci.ub 
intrcpt    -0.2732 0.1447 -1.8873 0.0591 -0.5568  0.0105 
groupcold  -0.9204 0.2223 -4.1407 0.0000 -1.3561 -0.4848

Continuous covariate:

        estimate     se    zval   pval   ci.lb   ci.ub 
intrcpt   0.2515 0.2491  1.0095 0.3127 -0.2368  0.7397 
ablat    -0.0291 0.0072 -4.0444 0.0001 -0.0432 -0.0150

Effect units are log RR 
Exponentiate for RR units and interpret as multipliers

   exp(-0.7145) = 0.49 
   exp(-0.2732) = 0.76 
   exp(-0.2732) * exp(-0.9204) = 0.30 
   exp(-0.9204) = 0.398 
   exp(0.2515) = 1.29 
   exp(-0.0291) = 0.97



Funnel plot
Forest plot (for comparison)

Rows are ordered by study variance. 
Smallest variance (narrowest CI) at the top.



Funnel plot
Funnel plot

x-values represent effect size. 
y-values represent study variance (0 at the top).

Inverted funnel: studies are more variable at the bottom.



Funnel plot
Trim-and-fill

Is the summary effect sensitive to publication bias? 
Trim extreme studies, fill in missing studies to make the plot symmetrical. 
Re-calculate the summary effect.



Galbraith plot
Galbraith (radial) plot

Each point is a study plotted with polar coordinates. 
   Angle represents study effect size, shown on calibrated arc. 
   Radius represents study variance. Larger radius = smaller variance.



Galbraith plot
Galbraith (radial) plot

Easier to see clusters of studies. 
Easier to see which subgroups are more informative, (larger radius). 
Easier to identify subgroups with a given theoretical effect size.



How many studies?
Statistical power to detect the summary effect depends on:

1. Total sample size across the studies under FE assumptions, 
as if one grand study.

2. Total sample size and number of studies under RE assumptions.

The RE model needs more studies to get a good estimate of between-study variance. 
Few studies with large heterogeneity has low power.

In meta-regression you need at least 10 studies for each covariate. 
(Borenstein et. al.)



Recommended reading
Borenstein M., Hedges L., Higgins J., Rothstein H. (2009). Introduction to Meta-Analysis. 
John Wiley & Sons Ltd.

Tierney J. F., et. al. (2007) Practical methods for incorporating summary time-to-event data into meta-analysis. 
Trials 2007, 8:16

http://handbook-5-1.cochrane.org/

https://www.meta-analysis.com/

http://www.metafor-project.org/

http://handbook-5-1.cochrane.org/
https://www.meta-analysis.com/
http://www.metafor-project.org/

